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COLLEGE OF ENGINEERING ROORKEE 

 

 

Vision 
 

"To impart education in Engineering with training, skill upgradation and research in 

futuristic technologies and niche areas." 

 

 

Mission 
 

M1: To develop the professionals having basic and advanced competencies so that they can 

serve the Society & Industry, and face the global challenges.  

M2: To impart education based on latest knowledge, with analytical and experimental skills, 

through advanced methods of training, research and strong Institute-Industry interface.  

M3: To help create innovative and entrepreneurial professional.  

M4: To inculcate strong moral values for a disciplined professional growth. 
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    DEPARTMENT OF COMPUTER SCIENCE & ENGINEERING 
 

 

Vision 
 

To promote innovation-centric education and perform research in Computer Science and 

Engineering in pace with industrial development. 

 

Mission 
 

M1: To provide a learning environment that helps students to enhance problem solving skills 

at par with global standards. 

M2: To establish Industry-Institute Interaction to make students ready for the industrial 

environment. 

M3: To provide exposure to students to the latest tools and technologies in the area of computer 

hardware and software. 

M4: To promote research-based projects/activities in the emerging areas. 

M5: To foster the science of creativity and educating ownership for sustainable & scalable 

ventures. 

M6: To pass on the requisite moral characteristics and infuse discipline amongst the students 

to make them attain consistent elevation in their professional life. 
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DEPARTMENT OF COMPUTER SCIENCE & ENGINEERING 
 

 

PROGRAMME EDUCATIONAL OBJECTIVES (PEOs) 
 

PEO1: To equip the students with skills and latest updated so that they can work and contribute 

to the continuously changing landscape of IT Industry. 

PEO2: To provide research-oriented education with knowledge of state-of-art analytical and 

experimental tools to enable students to pursue higher studies in institutions of repute in India 

and abroad 

PEO3: To inculcate culture of professionalism, ethical conduct, team work with good 

communication skills to enable the students to be successful in their career and enable them to 

launch start-ups in their chosen field. 

 

 

PROGRAMME SPECIFIC OUTCOME (PSOs) 
 

PSO1: Students will have the ability to apply software engineering principles to design, build, 

test, and deliver solutions for Software Industry 

PSO2: The students will be able to use programming, database, networking and web 

development concepts for developing solutions for real-life problems. 
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DEPARTMENT OF INFORMATION TECHNOLOGY 

 
 

Vision 

To produce professional graduates trained in the latest tools and technologies of Information 

Technology, and to build a strong teaching & research environment that tracks and responds 

to the challenges of modern times 

 

Mission 

 

1. To impart quality engineering education that enables the students become competent IT 

professionals by providing professional technical education and training.  

2. To imbibe experiential learning blended with critical thinking and strong Industry-connect 

for the students and ignite them to pursue Research in emerging areas.  

3. To establish Start-up Eco-system within the department to produce entrepreneurs. 

4. To create disciplined graduates with strong moral values who may continuously thrive for 

higher echelons in the personal and professional life.  
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         DEPARTMENT OF INFORMATION TECHNOLOGY 
 

Program Educational Objectives (PEOs) 

 

PEO No. Program Educational Objectives Statements 

PEO1 To equip the students with skills and latest updates so that they can work and 

contribute to the continuously changing landscape of IT Industry. 

PEO2 To provide good academic and research-oriented environment with knowledge of 

latest IT tools to enable students to pursue higher studies in institutions of repute in 

India and abroad. 

PEO3 To inculcate culture of professionalism, ethical conduct, team work with good 

communication skills to enable the students to be successful in their career and 

enable them to launch start-ups in their chosen field. 

 

 Program Specific Outcomes (PSOs) 

PSO1 The ability to understand, analyse and develop programming skills with the latest 

tools and technology in computing and apply standard practices, strategies in 

software development to deliver quality products and/or to pursue entrepreneur. 

PSO2 To induce continuous learning aptitude and an inclination for lifelong learning; and 

intent to act as good citizen by inculcating in them moral values & ethics. 

 

 

 

 

  



Page 6 of 49 
 

                         Program Outcomes 

 

Engineering Graduates will be able to: 
 

1. Engineering knowledge: Apply the knowledge of mathematics, science, engineering 

fundamentals, and an engineering specialization to the solution of complex engineering 

problems.  

2. Problem analysis: Identify, formulate, review research literature, and analyse complex 

engineering problems reaching substantiated conclusions using first principles of 

mathematics, natural sciences, and engineering sciences.  

3. Design/development of solutions: Design solutions for complex engineering problems and 

design system components or processes that meet the specified needs with appropriate 

consideration for the public health and safety, and the cultural, societal, and environmental 

considerations.  

4. Conduct investigations of complex problems: Use research-based knowledge and research 

methods including design of experiments, analysis and interpretation of data, and synthesis 

of the information to provide valid conclusions.  

5. Modern tool usage: Create, select, and apply appropriate techniques, resources, and modern 

engineering and IT tools including prediction and modelling to complex engineering 

activities with an understanding of the limitations.  

6. The engineer and society: Apply reasoning informed by the contextual knowledge to assess 

societal, health, safety, legal and cultural issues and the consequent responsibilities relevant 

to the professional engineering practice.  

7. Environment and sustainability: Understand the impact of the professional engineering 

solutions in societal and environmental contexts, and demonstrate the knowledge of, and 

need for sustainable development.  

8. Ethics: Apply ethical principles and commit to professional ethics and responsibilities and 

norms of the engineering practice.  

9. Individual and team work: Function effectively as an individual, and as a member or leader 

in diverse teams, and in multidisciplinary settings.  

10. Communication: Communicate effectively on complex engineering activities with the 

engineering community and with society at large, such as, being able to comprehend and 

write effective reports and design documentation, make effective presentations, and give 

and receive clear instructions.  

11. Project management and finance: Demonstrate knowledge and understanding of the 

engineering and management principles and apply these to one’s own work, as a member 

and leader in a team, to manage projects and in multidisciplinary environments.  

12. Life-long learning: Recognize the need for, and have the preparation and ability to engage 

in independent and life-long learning in the broadest context of technological change.  
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GENERAL LABORATORY INSTRUCTIONS 

1. Students are advised to come to the laboratory at least 5 minutes before (to the 

starting time), those who come after 5 minutes will not be allowed into the lab. 

2. Plan your task properly much before to the commencement, come prepared to 

the lab with the synopsis / program / experiment details. 

3. Student should enter into the laboratory with: 

 Laboratory observation notes with all the details (Problem statement, Aim, 

Algorithm, Procedure, Program, Expected Output, etc.,) filled in for the lab 

session. 

 Laboratory Record updated up to the last session experiments and other 

utensils (if any) needed in the lab. 

 Proper Dress code and Identity card. 

4. Sign in the laboratory login register, write the TIME-IN, and occupy the 

computer system allotted to you by the faculty. 

5. Execute your task in the laboratory, and record the results / output in the lab 

observation note book, and get certified by the concerned faculty. 

6. All the students should be polite and cooperative with the laboratory staff, must 

maintain the discipline and decency in the laboratory. 

7. Computer labs are established with sophisticated and high-end branded systems, 

which should be utilized properly. 

8. Students / Faculty must keep their mobile phones in SWITCHED OFF mode 

during the lab sessions. Misuse of the equipment, misbehaviors with the staff 

and systems etc., will attract severe punishment. 

9. Students must take the permission of the faculty in case of any urgency to go 

out; if anybody found loitering outside the lab / class without permission during 

working hours will be treated seriously and punished appropriately. 

10. Students should LOG OFF/ SHUT DOWN the computer system before he/she 

leaves the lab after completing the task (experiment) in all aspects. He/she must 

ensure the system / seat is kept properly. 
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Sub Code BCSP 801 

Sub Name Advanced Operating System Lab 

 

 

 Course Outcomes Blooms 

Level 

CO1 To understand basic concept of UNIX/LINUX K2 

CO2 To apply the basic concept of Dtrace K3 

CO3 To understand basic concept of Process and thread kernel data 

structures 

K2 

CO4 To analyse the idea of Open Solaris and Linux virtual memory 

and address space structures 

K3 

CO5 To analyse different types of OS and its functions K3 

 

 

 

 PO1 PO2 PO3 PO4 PO5 PO6 PO7 PO8 PO9 PO10 PO11 PO12 

CO1 1 2 2 2       1 2 

CO2 1 1 2 2 2      1 2 

CO3 1 2 2 2 2      1 2 

CO4 1 2 2 2 2      1 2 

CO5 1 2 2 2 2      1 2 

Average 1 1.8 2 2 2      1 2 

 

 PSO1 PSO2 

CO1 1 1 

CO2 1 2 

CO3 2 2 

CO4 1 1 

CO5 2 1 

Average 1.4 1.4 
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Study and Evaluation Scheme 

 
Course 

Code 

Course 

Name 
Teaching Scheme Credits Assigned 

BCSP-801 

 

Advanced 

Operating 

System Lab 

Theory Practical Tutorial Theory Practical Tutorial Total 

-- 02 
(50 Marks) 

-- -- 01 -- 01 

 

 

 

 

 

List of Programs (as per UTU):  

 

1. Getting Started with Kernel Tracing - I/O 

2. Kernel Implications of IPC 

3. Micro-Architectural Implications of IPC 

4. The TCP State Machine 

5. TCP Latency and Bandwidth 
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LIST OF PROGRAMS 

 

Subject: Advanced Operating System Lab                 Code: BCSP-801 
 

SNo Name of Experiment CO Mapping 

1 Execution of various file/directory handling commands. CO1 

2 Simple shell   script   for basic arithmetic and   logical calculations. CO1 

3 Shell scripts to check various attributes of files and directories CO1 

4 Shell scripts to perform various operations on given strings. CO1 

5 Shell scripts to explore system variables such as PATH, HOME etc. CO2 

6 Shell scripts to check and list attributes of processes. CO2 

7 Execution of various system administrative commands. CO2 

8 Write awkscript that uses all of its features. CO3 

9 Use instruction to process /etc/password file. CO3 

10 Write a shell script to display list of users currently logged in. CO3 

11 Getting Started with Kernel Tracing - I/O CO3 

12 Kernel Implications of IPC CO4 

13 Micro-Architectural Implications of IPC CO4 

14 The TCP State Machine CO5 

15 TCP Latency and Bandwidth CO5 
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Experiment No. 1 
 

Title: Execution of various file/directory handling commands. 

 
 

1) pwd COMMAND: 
 
pwd – Print Working Directory. pwd command prints the full filename of the current working 

directory. 

SYNTAX: 

The Syntax is 
pwd [options] 

 

2) cd COMMAND: 
cd command is used to change the directory. 

SYNTAX: 

The Syntax is 

cd [directory | ~ | ./ | ../ | – ] 

 
3) ls COMMAND: 

ls command lists the files and directories under current working directory. 

SYNTAX: 

The Syntax is 

ls [OPTIONS]… [FILE] 

OPTIONS: 

-l Lists all the files, directories and their mode, Number of links, owner of the file, file size, 

Modified date and time and filename. 
-t Lists in order of last modification time. 

-a Lists all entries including hidden files. 

-d Lists directory files instead of contents. 

-p Puts slash at the end of each directory. 

-u List in order of last access time. 

-i Display inode information. 

 

4) rm COMMAND: 
rm linux command is used to remove/delete the file from the directory. 

SYNTAX: 

The Syntax is 

rm [options.] [file | directory] 

OPTIONS: 

-f Remove all files in a directory without prompting the user. 

-i Interactive. With this option, rm prompts for confirmation before removing any files. 

 
5) mv COMMAND: 
 
mv command which is short for move. It is used to move/rename file from one directory to 

another. mv command is different from cp command as it completely removes the file from the 

source and moves to the directory specified, where cp command just copies the content from 

one file to another. 

SYNTAX: 
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The Syntax is 

mv [-f] [-i] oldname newname 

OPTIONS: 
-f This will not prompt before overwriting (equivalent to –reply=yes). mv -f will move the 

file(s) without prompting even if it is writing over an existing target. 

-i Prompts before overwriting another file. 

 

6) cat COMMAND: 
cat linux command concatenates files and print it on the standard output. 

SYNTAX: 

The Syntax is 
cat [OPTIONS] [FILE]… 

OPTIONS: 

-A Show all. 

-b Omits line numbers for blank space in the output. 

-E Displays a $ (dollar sign) at the end of each line. 

-n Line numbers for all the output lines. 

 

7) cmp COMMAND: 
cmp linux command compares two files and tells you which line numbers are different. 

SYNTAX: 

The Syntax is 

cmp [options..] file1 file2 

 

OPTIONS: 

– c Output differing bytes as characters. 

– l Print the byte number (decimal) and the differing byte values 
(octal) for each difference. 

– s Prints nothing for differing files, return exit status only. 

 

8) cp COMMAND: 

cp command copy files from one location to another. If the destination is an existing file, then 

the file is overwritten; if the destination is an existing directory, the file is copied into the 

directory (the directory is not overwritten). 

SYNTAX: 
The Syntax is 

cp [OPTIONS]… SOURCE DEST 

 

10) echo COMMAND: 

echo command prints the given input string to standard output. 

SYNTAX: 

The Syntax is 

echo [options...] [string] 
 

11)mkdir COMMAND: 

mkdir command is used to create one or more directories. 

SYNTAX: 

The Syntax is 

mkdir [options] directories 

OPTIONS: 

-m Set the access mode for the new directories. 



Page 10 of 49 
 

-p Create intervening parent directories if they don't exist. 

-v Print help message for each directory created. 

 
12) paste COMMAND: 

paste command is used to paste the content from one file to another file. It is also used to set 

column format for each line. 

SYNTAX: 

The Syntax is 

paste [options] 

OPTIONS: 

-s Paste one file at a time instead of in parallel. 
-d Reuse characters from LIST instead of TABs. 

 

13) rmdir COMMAND: 

rmdir command is used to delete/remove a directory and its subdirectories. 

SYNTAX: 

The Syntax is 

rmdir [options...] Directory 

OPTIONS: 

-p Allow users to remove the directory dir name and its parent directories which become 

empty. 

 

 

Outcome: 

In this way we can run different file and directory handling commands and see the output on 

standard output window. 
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Experiment No. 2 
 

Title: Simple shell   script   for basic arithmetic and   logical 

calculations. 
 

The following arithmetic operators are supported by Bourne Shell. 

Assume variable a holds 10 and variable b holds 20 then − 

Operator Description Example 

+ (Addition) Adds values on either side of the operator `expr $a + $b` will give 

30 

- (Subtraction) Subtracts right hand operand from left hand 

operand 

`expr $a - $b` will give -

10 

* (Multiplication) Multiplies values on either side of the operator `expr $a \* $b` will give 

200 

/ (Division) Divides left hand operand by right hand operand `expr $b / $a` will give 2 

% (Modulus) Divides left hand operand by right hand operand 

and returns remainder 

`expr $b % $a` will give 0 

= (Assignment) 
Assigns right operand in left operand 

a = $b would assign value 

of b into a 

== (Equality) Compares two numbers, if both are same then 

returns true. 

[ $a == $b ] would return 

false. 

!= (Not Equality) Compares two numbers, if both are different 

then returns true. 

[ $a != $b ] would return 

true. 

It is very important to understand that all the conditional expressions should be inside square 

braces with spaces around them, for example [ $a == $b ] is correct whereas, [$a==$b] is 

incorrect. 

All the arithmetical calculations are done using long integers. 

 

 

 

Script for arithmetic and Logical operators 

Here is an example which uses all the arithmetic and logical operators – 
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#!/bin/sh 

 

a=10 

b=20 

 

val=`expr $a + $b` 

echo "a + b : $val" 

 

val=`expr $a - $b` 

echo "a - b : $val" 

 

val=`expr $a \* $b` 

echo "a * b : $val" 

 

val=`expr $b / $a` 

echo "b / a : $val" 

 

val=`expr $b % $a` 

echo "b % a : $val" 

 

if [ $a == $b ] 

then 

   echo "a is equal to b" 

fi 

 

if [ $a != $b ] 

then 

   echo "a is not equal to b" 

fi 

Result − 

a + b: 30 

a - b: -10 

a * b: 200 

b / a: 2 

b % a: 0 

a is not equal to b 

 

 

Conclusions: 

With the help of given procedure and information about the operators we can write 

shell program to perform various operation. 

 

Outcome: 

To understand the Simple shell script for basic arithmetic and logical calculations. 

 

\ 
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Experiment No. 3 
 

Title: Shell scripts to check various attributes of files and directories 
 

 

Script for List the Files that have Read, Write and Execute Permissions 

 

Approach: 
We have to check every file in the current directory and display the name that has Read, Write 

and Execute permission, 

To traverse through all files, we will use- for loop 

 

for file in * 
Here, we are using * which represent all files in current working directory and we are storing 

the current file name on file variable. 

 Now we will check whether the chosen file is actually a file or not 

using if statement 

 If it is a file, then we will check whether it has Read, Write and Execute permission, 

 We will use an if statement to check all permissions. 

 If the file has all permissions, then we will print the file name to the console. 

 Close the if statement 

 If it is not a file, then we will close the if statement and move to the next file. 

Before moving forward, we will see what these operators do: 

 -f $file -> returns true if file exists. 

 -r $file -> returns true if file has Read permission 

 -w $file -> returns true if file ha write permission. 

 -x $file -> returns true if file has Executed permission. 

 -a -> it is used for checking multiple conditions, same as && operator. 

 

 

 

Implementation: 
# Shell script to display list of file names 

# Having read, Write and Execute permission 

echo "The name of all files having all permissions:" 

   

# loop through all files in current directory 

for file in * 

do 

 

# check if it is a file 

if [ -f $file ] 

then 
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# Check if it has all permissions 

if [ -r $file -a -w $file -a -x $file ] 

then 

 

# print the complete file name with -l option 

ls -l $file 

 

# Closing second if statement 

fi 

 

# Closing first if statement 

fi 

 

done 
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Experiment No. 4 

Title: Shell scripts to perform various operations on given string 

 

The following string operators are supported by Bourne Shell. 

Let variable a holds "abc" and variable b holds "efg" then − 

Operator Description Example 

= Checks if the value of two operands are equal or not; if 

yes, then the condition becomes true. 

[ $a = $b] is not true. 

!= Checks if the value of two operands are equal or not; if 

values are not equal then the condition becomes true. 

[ $a! = $b] is true. 

-z Checks if the given string operand size is zero; if it is 

zero length, then it returns true. 

[ -z $a] is not true. 

-n Checks if the given string operand size is non-zero; if 

it is nonzero length, then it returns true. 

[ -n $a] is not false. 

Str Checks if str is not the empty string; if it is empty, then 

it returns false. 

[ $a] is not false. 

 

 Q. An example which uses all the string operators - 

  

#!/bin/sh 

 

a="abc" 

b="efg" 

 

if [ $a = $b ] 

then 

   echo "$a = $b : a is equal to b" 

else 

   echo "$a = $b: a is not equal to b" 

fi 

 

if [ $a != $b ] 

then 

   echo "$a != $b : a is not equal to b" 

else 

   echo "$a != $b: a is equal to b" 

fi 

 

if [ -z $a ] 

then 

http://tpcg.io/5EAO3n
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   echo "-z $a : string length is zero" 

else 

   echo "-z $a : string length is not zero" 

fi 

 

if [ -n $a ] 

then 

   echo "-n $a : string length is not zero" 

else 

   echo "-n $a : string length is zero" 

fi 

 

if [ $a ] 

then 

   echo "$a : string is not empty" 

else 

   echo "$a : string is empty" 

fi 

Result − 

abc = efg: a is not equal to b 

abc != efg : a is not equal to b 

-z abc : string length is not zero 

-n abc : string length is not zero 

abc : string is not empty 
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Experiment No. 5 

 

Title: Shell scripts to explore system variables such as PATH, HOME etc. 

Tools: UNIX operating system/any flavor of Linux. 

Algorithm: 

Step 1: start UNIX OS in your computer and login in it and enter Username 

and Password. Step 2: Create a folder with your Id Number or Name 

Followed by Roll No. 

Step 3: now go to your folder from the terminal and after that open the VI editor with 

the desired program name with extension .sh. 

Step 4: now write your program and quit back to the terminal. 

Step 5: After writing program make it executable by using $chmod +x program name. 

 Step 6: Now run the program using any one of 

the methods…       sh program name 

./program name 

 
 

Theory: 

UNIX and all UNIX like operating systems such as OpenBSD, Linux, Redhat, 

CentOS, Debian allows you to set environment variables. When you log in on 

UNIX, your current shell (login shell) sets a unique working environment for you 

which is maintained until you log out. Following are most command examples of 

environment variables used under UNIX operating systems: 

PATH Display lists directories the shell searches, for the commands. 

 HOME User's home directory to store files. 

TERM Set terminal emulator being used by UNIX. 

PS1 Display shell prompt in the Bourne shell 

and variants. MAIL Path to user's mailbox. 

TEMP Path to where processes can store 

temporary files. PWD Path to the current 

directory. 

HISTFILE The name of the file in which command history is 

saved HISTFILESIZE The maximum number of lines 

contained in the history file HOSTNAME The system's host 

name 
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PATH It is a colon separated set of directories where libraries should be 

searched for. USER Current logged in user's name. 

DISPLAY Network name of the X11 display to connect to, if 

available. SHELL The current shell. 

EDITOR The user's 

preferred texteditor. 

 PAGER The user's preferred text pager. 

MANPATH Colon separated list of directories to search for manual pages. 

 
 

Display Environment Variable 

Open the terminal and type the following commands to display all environment 

variables and their values under UNIX like operating systems: 

$set Or $printenv Or $env 

To explore any of the variables mentioned above you have to simply write 

$echo $ Variable name 

 
Outcome: 

With the help of given procedure and information about Environment variables 

we can write shell program to Explore all the Environment variables. 
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Experiment No. 6 

 

Title: Shell scripts to check and list attributes of processes. 

 

Tools: UNIX operating system/any flavor of Linux. 

Algorithm: 

Step 1: start UNIX OS in your computer and login in it and enter Username and Password.  

Step 2: Create a folder with your Id Number or Name Followed by Roll No. 

Step 3: now go to your folder from the terminal and after that open the VI editor with the   

desired program name with extension .sh. 

Step 4: now write your program and quit back to the terminal. 

Step 5: After writing program make it executable by using $chmod +x program name. 

Step 6: Now run the program using any one of the methods  

sh program name 

./program name 

 
 

Theory: 

A process can be simply defined as an instance of a running program. It should be 

understood that a program is an entity that resides on a nonvolatile media (such as 

disk), and a process is an entity that is being executed (with at least some portion, 

i.e., segment/page) in RAM. 

A process has a series of characteristics: 

The process ID or PID: a unique identification number used to refer to the process. 

The parent process ID or PPID: the number of the process (PID) that started this 

process. 
 

Nice number: the degree of friendliness of this process toward other processes (not 

to be confused with process priority, which is calculated based on this nice number 

and recent CPU usage of the process). 

Terminal or TTY: terminal to which the process is connected. 

 
 

The ps command displays active processes.  

The syntax for the pscommand is: 

 ps [options] 
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Options 

-a Displays all processes on a terminal, with the exception of group leaders. 

-c Displays scheduler data. 

-d Displays all processes with the exception of session leaders. 

-e Displays all processes. 

-f Displays a full listing. 

-glist Displays data for the list of group leader IDs. 

-j Displays the process group ID and session ID. 

-l Displays a long listing 

-plist Displays data for the list of process IDs. 

-slist Displays data for the list of session leader IDs. 

-tlist Displays data for the list of terminals. 

-ulist Displays data for the list of usernames. 
 

Outcome: 

With the help of given procedure and information about the ps with option we can 

write shell program to check and list attributes of process. 
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Experiment –7 

Execution of various system administrative commands. 

 

1. Uptime Command 

In Linux uptime command shows how long your system is running and the number of users 

who are currently logged in and also displays the load average of a 

system for 1, 5, and 15 minutes intervals. 

# uptime 
 

08:16:26 up 22 min,  1 user,  load average: 0.00, 0.03, 0.22 

# uptime -V 

procps version 3.2.8 

2. W Command 

The w command will display users currently logged in and their process along with 

showing load averages, login name, tty name, remote host, login time, idle 

time, JCPU, PCPU, command, and processes. 

# w 
 

08:27:44 up 34 min,  1 user,  load average: 0.00, 0.00, 0.08 

USER     TTY      FROM              LOGIN@   IDLE   JCPU   PCPU WHAT 

tecmint  pts/0    192.168.50.1     07:59    0.00s  0.29s  0.09s w 

Available Options 

 -h : displays no header entries. 

 -s : without JCPU and PCPU. 

 -f : Removes from the field. 

 -V : (upper letter) – Shows versions. 

 

3. Users Command 

Users command displays currently logged-in users. This command doesn’t have other 

parameters other than help and version. 

# users 
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tecmint 

4. Who Command 

who command simply returns the user name, date, time, and host information. who 

command is similar to w command. Unlike the w command who doesn’t print what users are 

doing. Let’s illustrate and see the difference between who and w commands. 

# who 
 

tecmint  pts/0        2012-09-18 07:59 (192.168.50.1) 

# w 
 

08:43:58 up 50 min,  1 user,  load average: 0.64, 0.18, 0.06 

USER     TTY      FROM              LOGIN@   IDLE   JCPU   PCPU WHAT 

tecmint  pts/0    192.168.50.1     07:59    0.00s  0.43s  0.10s w 

Who command Options 

 -b: Displays last system reboot date and time. 

 -r: Shows current runlet. 

 -a, –all: Displays all information cumulatively. 

5. Whoami Command 

In Linux, a whoami command is used to print the currently logged-in username into your 

Linux system. If you are logged in as a root using sudo command “whoami” command 

return root as the current user. 

# whoami 
 

tecmint 

6. ls Command 

ls command displays a list of files in a human-readable format. 

# ls -l 
 

total 114 

dr-xr-xr-x.   2 root root  4096 Sep 18 08:46 bin 

dr-xr-xr-x.   5 root root  1024 Sep  8 15:49 boot 

Sort file as per last modified time. 

# ls -ltr 
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total 40 

-rw-r--r--. 1 root root  6546 Sep 17 18:42 install.log.syslog 

-rw-r--r--. 1 root root 22435 Sep 17 18:45 install.log 

-rw-------. 1 root root  1003 Sep 17 18:45 anaconda-ks.cfg 

For more examples of the ls command, please check out our articles: 

 10 lsof Command Examples in Linux 

 7 Quirky ‘ls’ Command Tricks Every Linux User Should Know 

 How to Sort Output of ‘ls’ Command By Last Modified Date and Time 

 

7. Crontab Command 

List schedule jobs for current user with crontab command and -l option. 

# crontab -l 
 

00 10 * * * /bin/ls >/ls.txt 

Edit your crontab with -e the option. In the below example will open schedule jobs in VI 

editor. Make necessary changes and quit pressing :wq keys that save the setting 

automatically. 

# crontab -e 

For more examples of Linux Cron Command 

  

8. Less Command 

less command allows quickly viewing the file. You can page up and down. Press ‘q‘to quit 

from less window. 

# less install.log 
 

Installing setup-2.8.14-10.el6.noarch 

warning: setup-2.8.14-10.el6.noarch: Header V3 RSA/SHA256 Signature, key ID c105b9de: 

NOKEY 

Installing filesystem-2.4.30-2.1.el6.i686 

Installing ca-certificates-2010.63-3.el6.noarch 

Installing xml-common-0.6.3-32.el6.noarch 

Installing tzdata-2010l-1.el6.noarch 

Installing iso-codes-3.16-2.el6.noarch 

9. More Command 

more command allows quickly view file and shows details in percentage. You can page up 

and down. Press ‘q‘ to quit out from more window. 

# more install.log 
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Installing setup-2.8.14-10.el6.noarch 

warning: setup-2.8.14-10.el6.noarch: Header V3 RSA/SHA256 Signature, key ID c105b9de: 

NOKEY 

Installing filesystem-2.4.30-2.1.el6.i686 

Installing ca-certificates-2010.63-3.el6.noarch 

Installing xml-common-0.6.3-32.el6.noarch 

Installing tzdata-2010l-1.el6.noarch 

Installing iso-codes-3.16-2.el6.noarch 

--More--(10%) 

[ You might also like: Learn Why ‘less’ is Faster Than ‘more’ Command for Effective File 

Navigation] 

  

10. SSH Command (Secure Shell) 

SSH command is used to login into the remote host. For example, the below ssh command 

will connect to the remote host (192.168.50.2) using the user as Narad. 

# ssh narad@192.168.50.2 

To check the version of ssh use the option -V (uppercase) shows version of ssh. 

# ssh -V 
 

OpenSSH_8.2p1 Ubuntu-4ubuntu0.3, OpenSSL 1.1.1f  31 Mar 2020 
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Experiment-8 

Write awkscript that uses all of its features 

 

Awk is a scripting language used for manipulating data and generating reports. The awk 

command programming language requires no compiling and allows the user to use 

variables, numeric functions, string functions, and logical operators. 

 

Syntax: 

awk options 'selection _criteria {action}' input-file >  

output-file 

Options:   

-f program-file: Reads the AWK program source from the file  

                  program-file, instead of from the  

                  first command line argument. 

-F fs           : Use fs for the input field separator 

 

Shell script: - 

Consider the following text file as the input file for all cases below:  

$cat > employee.txt  

ajay manager account 45000 

sunil clerk account 25000 

varun manager sales 50000 

amit manager account 47000 

tarun peon sales 15000 

deepak clerk sales 23000 

sunil peon sales 13000 

satvik director purchase 80000  

 

1. Default behavior of Awk: By default, Awk prints every line of data from 
the specified file.  
  
$ awk '{print}' employee.txt 

Output:   
ajay manager account 45000 



Page 26 of 49 
 

sunil clerk account 25000 

varun manager sales 50000 

amit manager account 47000 

tarun peon sales 15000 

deepak clerk sales 23000 

sunil peon sales 13000 

satvik director purchase 80000  

 

In the above example, no pattern is given. So the actions are applicable to all the lines. Action 

print without any argument prints the whole line by default, so it prints all the lines of the 

file without failure.  

 

 

2. Print the lines which match the given pattern.  
$ awk '/manager/ {print}' employee.txt  

Output:   
ajay manager account 45000 

varun manager sales 50000 

amit manager account 47000  

In the above example, the awk command prints all the line which matches with the 

‘manager’.  

 

 

3. Splitting a Line into Fields: For each record i.e line, the awk command splits the 

record delimited by whitespace character by default and stores it in the $n variables. If the 

line has 4 words, it will be stored in $1, $2, $3 and $4 respectively. Also, $0 represents the 

whole line.   

$ awk '{print $1,$4}' employee.txt  

Output:   

ajay 45000 

sunil 25000 

varun 50000 

amit 47000 

tarun 15000 

deepak 23000 

sunil 13000 

satvik 80000  
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Experiment – 9 

Use instruction to process /etc/password file. 

/etc/passwd is a plain text-based database that contains information for all user accounts on 

the system. It is owned by root and has 644 permissions. The file can only be modified by 

root or users with sudo privileges and readable by all system users. 

Modifying the /etc/passwd file by hand should be avoided unless you know what you are 

doing. Always use a command that is designed for the purpose. For example, to modify a 

user account, use the usermod command, and to add a new user account use the useradd 

command. 

/etc/passwd Format 

The /etc/passwd file is a text file with one entry per line, representing a user account. To view 

the contents of the file, use a text editor or a command such as cat : 

 

cat /etc/passwd 

Usually, the first line describes the root user, followed by the system and normal user 

accounts. New entries are appended at the end of the file. 

 

Each line of the /etc/passwd file contains seven comma-separated fields: 

mark:x:1001:1001:mark,,,:/home/mark:/bin/bash 

[--] - [--] [--] [-----] [--------] [--------] 

|    |   |    |     |         |        | 

|    |   |    |     |         |        +-> 7. Login shell 

|    |   |    |     |         +----------> 6. Home directory 

|    |   |    |     +--------------------> 5. GECOS 

|    |   |    +--------------------------> 4. GID 

|    |   +-------------------------------> 3. UID 

|    +-----------------------------------> 2. Password 

+----------------------------------------> 1. Username 

Username. The string you type when you log into the system. Each username must be a 

unique string on the machine. The maximum length of the username is restricted to 32 

characters. 

Password. In older Linux systems, the user’s encrypted password was stored in the 

/etc/passwd file. On most modern systems, this field is set to x, and the user password is 

stored in the /etc/shadow file. 
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UID. The user identifier is a number assigned to each user. It is used by the operating system 

to refer to a user. 

GID. The user’s group identifier number, referring to the user’s primary group. When a user 

creates a file , the file’s group is set to this group. Typically, the name of the group is the 

same as the name of the user. User’s secondary groups are listed in the /etc/groups file.  

GECOS or the full name of the user. This field contains a list of comma-separated values 

with the following information: 

User’s full name or the application name. 

Room number. 

Work phone number. 

Home phone number. 

Other contact information. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



Page 29 of 49 
 

 

 

Experiment 10 

Write a shell script to display list of users currently logged in. 

 

Commands to get user-related information: 

1. id: The id command is used to print the user and group information for the specified 

USER. 

 

-a     ignore, for compatibility with other versions 

-Z, --context   print only the security context of the process 

-g, --group     print only the effective group ID 

-G, --groups    print all group IDs 

-n, --name      print a name instead of a number, for -ugG 

-r, --real      print the real ID instead of the effective ID, with -ugG 

-u, --user      print only the effective user ID 

-z, --zero      delimit entries with NUL characters, not whitespace 

 

Shell script : 

 

#! /bin/bash 

 

# Taking input from user 

echo "Enter LOGNAME OR UID" 

read input 

 

# Checking if input is a UID or LOGNAME 

if [[ $input]] && [ $input -eq $input 2>/dev/null] 

   

  # If input is UID 

  then 

    echo "Number of terminals are " 

    cat /etc/passwd | grep $input -c  
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  # If input is LOGNAME 

  else 

        cat /etc/passwd>userlist 

        echo "Number of terminals are " 

        grep -c $input userlist 

fi 
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Experiment 11 

Getting Started with Kernel Tracing - I/O 

 

sudo apt install sysstat 

The output below exemplifies the execution of iostat, which prints a report every two 

seconds. The first report has the accumulated statistics, while the next has only the delta from 

the last report. In this case, I started a dd from /dev/sdb at the same time I ran iostat, which 

explains the sudden increase of Read data in the sdb row. 

[krisman@dilma]$ iostat 2 

Linux 4.9.0-2-amd64 (dilma)     03/24/2017      _x86_64_        

(4 CPU) 

 

avg-cpu:  %user   %nice %system %iowait  %steal   %idle 

    6.50    0.01    1.06    0.08    0.00   92.34 

 

Device:  tps  kB_read/s  kB_wrtn/s  kB_read   kB_wrtn 

sda     5.64      35.28     158.58  9309088  41836483 

dm-0    9.97      35.07     158.57  9251926  41836180 

dm-1    0.98       8.70       3.55  2294873    936692 

dm-2    0.16       0.15       0.50    38988    130968 

dm-3    8.58      26.21     154.53  6915201  40768520 

loop0   0.00       0.01       0.00     2125         0 
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sdb     0.00       0.16       0.00    42704         0 

 

avg-cpu:  %user   %nice %system %iowait  %steal   %idle 

    3.75    0.00    7.13   20.03    0.00   69.09 

 

Device:  tps  kB_read/s  kB_wrtn/s  kB_read   kB_wrtn 

sda     1.00       0.00       6.00        0        12 

dm-0    1.50       0.00       6.00        0        12 

dm-1    1.50       0.00       6.00        0        12 

dm-2    0.00       0.00       0.00        0         0 

dm-3    0.00       0.00       0.00        0         0 

loop0   0.00       0.00       0.00        0         0 

sdb   680.50   43580.00       0.00    87160         0 

 
 

In the output above, we have two utilization reports. If we left iostat running for longer, we 

would have reports like these printed every two seconds. The frequency of reports is defined 

by the number 2 in the command line. 

 

With the default configuration, iostat will print the number of operations per second in the 

first column (tps), and the rate and total number of Reads and Writes, respectively, in the 

following columns for each device (rows) in the system. Some more advanced (and 

interesting) statistics can be obtained using the -x parameter. 
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Experiment – 12 

 

Kernel Implications of IPC 
 

Let’s try with following example: interact with a program that sends a prompt (not ended by 

newline), our system must send some command, receive the echo of the command sent. That 

is, the total output of the child process is: 

 

$ cat example  

prompt> command1 

prompt> command2 

The script could be: 

 

#!/bin/bash  

# 

 

cat example | while IFS=$'\0' read -N1 c; do 

  case "$c" in 

  ">")  

       echo "received prompt: $buf"  

        # here, sent some command 

       buf="" 

       ;; 

  *) 

      if [ "$c" == $'\n' ]; then 

        echo "received command: $buf" 

        # here, process the command echo 

        buf="" 

      else 

        buf="$buf$c" 

      fi 

      ;; 

  esac 

done 

that produces following output: 

 

received prompt: prompt 

received command:  command1 

received prompt: prompt 

received command:  command2 

This second example is more near to the original question: 

 

$ cat example 
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Choose action: 

[A]: Action A      [B]: Action B 

[C]: cancel 

    ? [C] 

script is now: 

 

#!/bin/bash  

# 

 

while IFS=$'\0' read -N1 c; do 

  case "$c" in 

  '?')  

       echo "*** received prompt after: $buf$c ***"  

       echo '*** send C as option ***' 

       buf="" 

       ;; 

  *) 

      buf="$buf$c" 

      ;; 

  esac 

done < example 

 

echo "*** final buffer is: $buf ***" 

 

 

Output is: 

 

*** received prompt after:  

Choose action: [A]: Action A [B]: Action B 

[C]: cancel 

    ? *** 

*** send C as option *** 

*** final buffer is: [C] 

 *** 
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EXPERIMENT 13 

 

Micro-Architectural Implications of IPC 

 

 

This lab session 

 
• Use this session to continue to build experience: 

• Ensure that you can use PMC to collect information about the memory subsystem:        

instructions, cache behaviour, AXI behaviour 

• Continue data collection for the Lab. 

• Identify inflection points where performance trends change as a result of architectural or 

micro-architectural thresholds  

 

 

 
root@l41-beaglebone data/ipc # ./ipc-static 

ipc-static [-Bqsv] [-b buffersize] [-i pipe|local] [-t totalsize] mode 

Modes (pick one - default 1thread): 

 

1thread IPC within a single thread 

2thread IPC between two threads in one process 

2proc IPC between two threads in two different processes 

 

Optional flags: 
-B Run in bare mode: no preparatory activities 

-i pipe|local Select pipe or socket for IPC (default: pipe) 

-P l1d|l1i|l2|mem|tlb|axi Enable hardware performance counters 

-q Just run the benchmark, don't print stuff out 

-s Set send/receive socket-buffer sizes to buffersize 

-v Provide a verbose benchmark description 

-b buffer size Specify a buffer size (default: 131072) 

-t total size Specify total I/O size (default: 16777216) 

 

Example: Profile memory instructions 

 

root@l41-beaglebone:/data/ipc # ./ipc-static -vP mem -b 

1048576 -i local 1thread 

Benchmark configuration: buffersize: 1048576 

totalsize: 16777216 

blockcount: 16 



Page 36 of 49 
 

mode: 1thread 

ipctype: socket 

time: 0.084140708 

pmctype: mem 

INSTR_EXECUTED: 25463397 

CLOCK_CYCLES: 46233168 

CLOCK_CYCLES/INSTR_EXECUTED: 1.815672 

MEM_READ: 8699699 

MEM_READ/INSTR_EXECUTED: 0.341655 

MEM_READ/CLOCK_CYCLES: 0.188170 

MEM_WRITE: 7815423 

MEM_WRITE/INSTR_EXECUTED: 0.306928 

MEM_WRITE/CLOCK_CYCLES: 0.169044 

194721.45 KBytes/sec 
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Experiment – 14 

 

The TCP State Machine 

 
The finite state machine specifies how TCP makes macroscopic state transitions in response 

to input or user commands; an implementation contains a separate mechanism that makes 

microscopic state transitions to control output and retransmission. 

 

Example State Transition 

 

To understand the TCP finite state machine, consider an example of the three-way handshake 

used to establish a connection between a client and a server. Both the client and server will 

create an endpoint for communication, and both will have a copy of the finite state machine. 

The server begins first by issuing a passive open operation, which causes the server's finite 

state machine to enter the listen state. The server waits in the LISTEN state until a client 

contacts it. When a client issues an active open, it causes TCP software on its machine to 

send a SYN segment to the server and to enter the SYN-SENT state. 

 

 When the server, which is waiting in the LISTEN state, receives the SYN segment, it replies 

with a SYN plus an ACK segment, creates a new TCB, and places the new TCB in the SYN-

RECEIVED state. When the SYN plus ACK segment arrives at the client, the client TCP 

replies with an ACK, and moves from the SYN-SENT state to the ESTABLISHED state. 

Finally, when the client's ACK arrives at the newly created TCB, it also moves to the 

ESTABLISHED state, which allows data transfer to proceed. 

 

each of the TCP states in a TCP connection, and also describes the main events that occur in 

each state, and what actions and transitions occur as a result. For brevity, three abbreviations 

are used for three types of messages that control transitions between states, which correspond 

to the TCP header flags that are set to indicate a message is serving that function.  

These are: 

 

SYN: A synchronize message, used to initiate and establish a connection. It is so named since 

one of its functions is to synchronizes sequence numbers between devices. 

 

FIN: A finish message, which is a TCP segment with the FIN bit set, indicating that a device 

wants to terminate the connection. 

 

ACK: An acknowledgment, indicating receipt of a message such as a SYN or a FIN. 

Again, I have not shown every possible transition, just the ones normally followed in the life 

of a connection. Error conditions also cause transitions but including these would move us 

well beyond a “simplified” state machine. 
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Table : TCP Finite State Machine (FSM) States, Events and Transitions 

State State Description Event and Transition 

CLOSED 

This is the default state that 

each connection starts in before 

the process of establishing it 

begins. The state is called 

“fictional” in the standard. The 

reason is that this state 

represents the situation where 

there is no connection between 

devices—it either hasn't been 

created yet, or has just been 

destroyed. If that makes 

sense. J 

Passive Open: A server begins the 

process of connection setup by doing a 

passive open on a TCP port. At the 

same time, it sets up the data structure 

(transmission control block or TCB) 

needed to manage the connection. It 

then transitions to the LISTEN state. 

Active Open, Send SYN: A client 

begins connection setup by sending 

a SYN message, and also sets up a TCB 

for this connection. It then transitions 

to the SYN-SENT state. 

LISTEN 

A device (normally a server) is 

waiting to receive 

a synchronize (SYN) message 

from a client. It has not yet sent 

its own SYN message. 

Receive Client SYN, 

Send SYN+ACK: The server device 

receives a SYN from a client. It sends 

back a message that contains its 

own SYN and also acknowledges the 

one it received. The server moves to 

the SYN-RECEIVED state. 

SYN-SENT 

The device (normally a client) 

has sent a synchronize (SYN) 

message and is waiting for a 

matching SYN from the other 

device (usually a server). 

Receive SYN, Send ACK: If the 

device that has sent its SYN message 

receives a SYN from the other device 

but not an ACK for its own SYN, it 

acknowledges the SYN it receives and 

then transitions to SYN-RECEIVED to 

wait for the acknowledgment to 

its SYN. 

Receive SYN+ACK, Send ACK: If the 

device that sent the SYN receives both 

an acknowledgment to its SYN and also 

a SYN from the other device, it 

acknowledges the SYN received and 

then moves straight to 

the ESTABLISHED state. 

SYN-

RECEIVED 

The device has both received 

a SYN (connection request) 

from its partner and sent its 

Receive ACK: When the device 

receives the ACK to the SYN it sent, it 

transitions to the ESTABLISHED state. 
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own SYN. It is now waiting for 

an ACK to its SYN to finish 

connection setup. 

ESTABLISHED 

The “steady state” of an open 

TCP connection. Data can be 

exchanged freely once both 

devices in the connection enter 

this state. This will continue 

until the connection is closed 

for one reason or another. 

Close, Send FIN: A device can close 

the connection by sending a message 

with the FIN (finish) bit sent and 

transition to the FIN-WAIT-1 state. 

Receive FIN: A device may receive 

a FIN message from its connection 

partner asking that the connection be 

closed. It will acknowledge this 

message and transition to the CLOSE-

WAIT state. 

CLOSE-WAIT 

The device has received a close 

request (FIN) from the other 

device. It must now wait for the 

application on the local device 

to acknowledge this request and 

generate a matching request. 

Close, Send FIN: The application 

using TCP, having been informed the 

other process wants to shut down, 

sends a close request to the TCP layer 

on the machine upon which it is 

running. TCP then sends a FIN to the 

remote device that already asked to 

terminate the connection. This device 

now transitions to LAST-ACK. 

LAST-ACK 

A device that has already 

received a close request and 

acknowledged it, has sent its 

own FIN and is waiting for 

an ACK to this request. 

Receive ACK for FIN: The device 

receives an acknowledgment for its 

close request. We have now sent 

our FIN and had it acknowledged, and 

received the other device's FIN and 

acknowledged it, so we go straight to 

the CLOSED state. 

FIN-WAIT-1 

A device in this state is waiting 

for an ACK for a FIN it has 

sent, or is waiting for a 

connection termination request 

from the other device. 

Receive ACK for FIN: The device 

receives an acknowledgment for its 

close request. It transitions to the FIN-

WAIT-2 state. 

Receive FIN, Send ACK: The device 

does not receive an ACK for its 

own FIN, but receives a FIN from the 

other device. It acknowledges it, and 

moves to the CLOSING state. 

FIN-WAIT-2 

A device in this state has 

received an ACK for its request 

to terminate the connection and 

is now waiting for a 

matching FIN from the other 

device. 

Receive FIN, Send ACK: The device 

receives a FIN from the other device. It 

acknowledges it and moves to 

the TIME-WAIT state. 
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CLOSING 

The device has received 

a FIN from the other device and 

sent an ACK for it, but not yet 

received an ACK for its 

own FIN message. 

Receive ACK for FIN: The device 

receives an acknowledgment for its 

close request. It transitions to 

the TIME-WAIT state. 

TIME-WAIT 

The device has now received 

a FIN from the other device and 

acknowledged it, and sent its 

own FIN and received 

an ACK for it. We are done, 

except for waiting to ensure the 

ACK is received and prevent 

potential overlap with new 

connections 

Timer Expiration: After a designated 

wait period, device transitions to 

the CLOSED state. 
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Experiment 15 
 

 

TITLE: TCP Latency and Bandwidth 
 

Goal of lab: 

 

The goals of this lab are to: 

 

• Learn to draw TCP time-bandwidth graphs. 

• Evaluate the effects of latency on effective TCP bandwidth. 

• Evaluate the effects of socket-buffer size on effective TCP bandwidth. 

Lab 15 builds on the investigation started in Lab14, and uses the same TCP benchmark. 

Background: TCP, latency, and bandwidth. 

The Transmission Control Protocol (TCP) layers a reliable, ordered, octet-stream service over 

the Internet Protocol (IP). As explored in the previous lab, TCP goes through complex setup 

and shutdown procedures, but (ideally) spends the majority of its time in the ESTABLISHED 

state, in which stream data can be transmitted to the remote endpoint. TCP specifies two rate-

control mechanisms: 

Flow control allows a receiver to limit the amount of unacknowledged data transmitted by the 

remote sender, preventing receiver buffers from being overflowed. This is implemented via 

window advertisements sent via acknowledgments back to the sender. When using the sockets 

API, the advertised window size is based on available space in the receive socket buffer, 

meaning that it will be sensitive to both the size configured by the application (using socket 

options) and the rate at which the application reads data from the buffer. 

Contemporary TCP implementations auto-resize socket buffers if a specific size has not been 

requested by the application, avoiding use of a constant default size that may substantially limit 

overall performance (as the sender may not be able to fully fill the bandwidth-delay product of 

the network). 

 

Note that this requirement for large buffer sizes is in tension with local performance behaviour 

explored in prior IPC labs. 

Congestion control allows the sender to avoid overfilling the network path to the receiving 

host, avoiding unnecessary packet loss and negative impacting on other traffic on the network 

(fairness). This is implemented via a variety of congestion-detection techniques, depending on 

the specific algorithm and implementation – 

but most frequently, interpretation of packet-loss events as a congestion indicator. When a 

receiver notices a gap in the received sequence-number series, it will return a duplicate ACK, 

which hints to the sender that a packet has been lost and should be retransmitted. 

. 

TCP congestion control maintains a congestion window on the sender – similar in effect to the 

flow-control window, in that it limits the amount of unacknowledged data a sender can place 

into the network. When a connection first opens, and also following a timeout after significant 

loss, the sender will enter slow start, in which the window is ‘opened’ gradually as available 
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bandwidth is probed. The name ‘slow start’ is initially confusing as it is actually an exponential 

ramp-up. However, it is in fact slow compared to the original TCP algorithm, which had no 

notion of congestion and overfilled the network immediately! 

When congestion is detected (i.e., because the congestion window has gotten above available 

bandwidth triggering a loss), a cycle of congestion recovery and avoidance is entered. The 

congestion window will be reduced, and then the window will be more slowly reopened, 

causing the congestion window to continually 1Bandwidth (bits/s) * Round Trip Time (s) 2This 

is one reason why it is important that underlying network substrates retain packet ordering for 

TCP flows: mis ordering may be interpreted as packet loss, triggering unnecessary 

retransmission. 

(gently) probe for additional available bandwidth, (gently) falling back when it re-exceeds the 

limit. In the event a true timeout is experienced – i.e., significant packet loss – then the 

congestion window will be cut substantially and slow start will be re-entered. 

The steady state of TCP is therefore responsive to the continual arrival and departure of other 

flows, as well as changes in routes or path bandwidth, as it detects newly available bandwidth, 

and reduces use as congestion is experienced due to over utilisation. 

TCP composes these two windows by taking the minimum: it will neither send too much data 

for the remote host, nor for the network itself. One limit is directly visible in the packets 

themselves (the advertised window from the receiver), but the other must either be intuited 

from wire traffic, or more preferably, monitored using end-host instrumentation. Two further 

informal definitions will be useful: 

Latency is the time it takes a packet to get from one endpoint to another. TCP implementations 

measure RoundTrip Time (RTT) in order to tune timeouts detecting packet loss. More subtlely, 

RTT also limits the rate at which TCP will grow the congestion window, especially during 

slow start: the window can grow only as data is acknowledged, which requires round-trip times 

as ACKs are received. 

Bandwidth is the throughput capacity of a link (or network path) to carry data, typically 

measured in bits or bytes per second. TCP attempts to discover the available bandwidth by 

iteratively expanding the congestioncontrol window until congestion is experienced, and then 

backing off. While bandwidth and latency are notionally independent of one another, they are 

entangled in TCP as the protocol relies on acknowledgments to control the rate at which the 

congestion window is expanded, which is dependent upon round-trip time. 

Background: Plotting TCP connections TCP time-bandwidth graphs plot time on a linear X 

axis, and bandwidth achieved by TCP on a linear or log Y axis. Bandwidth may be usefully 

calculated as the change in sequence number (i.e., bytes) over a window of time 

– e.g., a second. Care should be taken to handle wrapping in the 32-bit sequence space; for 

shorter measurements this might be accomplished by dropping traces from experimental runs 

in which sequence numbers wrap. 

This graph type may benefit from overlaying of additional time-based data, such as specific 

annotation of trace events from the congestion-control implementation, such as packet-loss 

detection or a transition out of slow start. 

Rather than directly overlaying, which can be visually confusing, a better option may be to 

“stack” the graphs: 

place them on the same X axis (time), horizontally aligned but vertically stacked. Possible 

additional data points (and Y axes) might include advertised and congestion-window sizes in 

bytes. 

The benchmark This lab uses the same IPC benchmark as prior labs. You will run the 

benchmark both with, and without, setting the socket-buffer size, allowing you to explore the 

effects of manual versus automatic socket-buffer tuning. 
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The benchmark continues to send its data on the accepted server-side socket on port 10141. 

This means that data segments carrying benchmark data from the sender to the receiver will 

have a source port of 10141, and acknowledgements from the receiver to the sender will have 

a destination port of 10141. Do ensure that, as in We have increased the kernel’s maximum 

socket-buffer size. 

DTrace probes we  will utilise the tcp do segment FBT probe to track TCP input. However, 

you will now take advantage of access to the TCP control block (tcpcb structure – args[3] to 

the tcp do segment FBT probe) to gain additional insight into TCP behaviour. The following 

fields may be of interest: 

snd wnd On the sender, the last received advertised flow-control window. 

snd cwnd On the sender, the current calculated congestion-control window. 

snd ssthresh On the sender, the current slow-start threshold – if snd cwnd is less than or equal 

to snd ssthresh, then the connection is in slow start; otherwise, it is in congestion avoidance. 

2 When writing DTrace scripts to analyse a flow in a particular direction, you can use the port 

fields in the TCP header to narrow analysis to only the packets of interest. For example, when 

instrumenting tcp do segment to analyse received acknowledgments, it will be desirable to use 

a predicate of /args[1]->th dport == htons(10141)/ to select only packets being sent to the server 

port (e.g., ACKs), and the similar (but subtly different) /args[1]->th sport == htons(10141)/ to 

select only packets being sent from the server port (e.g., data). Note that you will wish to take 

care to ensure that you are reading fields from within the tcpcb at the correct end of the 

connection – the ‘send’ values, such as last received advertised window and congestion 

window, are properties of the server, and not client, side of this benchmark, and hence can only 

be accessed from instances of tcp do segment that are processing server-side packets. 

To calculate the length of a segment in the probe, you can use the tcp:::send probe to trace the 

ip length 

field in the ipinfo t structure (args[2]): 

typedef struct ipinfo { 

uint8_t ip_ver; /* IP version (4, 6) */ 

uint16_t ip_plength; /* payload length */ 

string ip_saddr; /* source address */ 

string ip_daddr; /* destination address */ 

} ipinfo_t; 

 

As is noted in the DTrace documentation for this probe this ip plength is the expected IP 

payload length so, no further corrections need be applied. 

Data for the two types of graphs described above is typically gathered at (or close to) one 

endpoint in order to provide timeline consistency – i.e., the viewpoint of just the client or the 

server, not some blend of the two-time lines. As we will be measuring not just data from packet 

headers, but also from the TCP implementation itself, we recommend gathering most data close 

to the sender. As described here, it may seem natural to collect information on data-carrying 

segments on the receiver (where they are processed by tcp do segment), and to collect 

information on ACKs on the server (where they are similarly processes). However, given a 

significant latency between client and server, and a desire to plot points coherently on a unified 

real-time X axis, capturing both at the same endpoint will make this easier. 

It is similarly worth noting that tcp do segment’s entry FBT probe is invoked before the ACK 

or data segment has been processed – so access to the tcpcb will take into account only state 

prior to the packet that is now being processed, not that data itself. For example, if the received 

packet is an ACK, then printed tcpcb fields will not take that ACK into account. 

Flushing the TCP host cache FreeBSD implements a host cache that stores sampled round-trip 

times, bandwidth estimates, and other information to be used across different TCP connections 
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to the same remote host. Normally, this feature allows improved performance as, for example, 

by allowing past estimates of bandwidth to trigger a transition from slow start to steady state 

without ‘overshooting’, potentially triggering significant loss. However, in the context of this 

lab, carrying of state between connections reduces the independence of our experimental runs. 

As such, we recommend issuing the following command (as root) between runs of the IPC 

benchmark: 

sysctl net.inet.tcp.hostcache.purgenow=1 

This will flush all entries from the host cache, preventing information that may affect 

congestion-control decisions from being carried between runs. 

These questions supplement the experimental questions in the Lab14 handout. Configure the 

benchmark as follows: 

• To use the statically linked version: ipc-static 

• To use TCP: -i tcp 

• To use a 2-thread configuration: 2thread 

• To use a fixed 1MB buffer -b 1048576 

• To set (or not set) the socket-buffer size: -s 

• To use only I/O-loop analysis 

• Flush the TCP host cache between all benchmark runs Explore the following experimental 

questions, which consider only the TCP steady state, and not the three-way handshake or 

connection close: 

• Plot DUMMYNET-imposed latency (0ms. 40ms in 5ms intervals) on the X axis and effective 

bandwidth on the Y axis, considering both the case where the socket-buffer size is set versus 

allowing it to be auto-resized. Is the relationship between round-trip latency and bandwidth 

linear? How does socket-buffer auto-resizing help, hurt, or fail to affect performance as latency 

varies? 

• Plot a time–bandwidth graph comparing the effects of setting the socket-buffer size versus 

allowing it to be auto-resized by the stack. Stack additional graphs showing the sender last 

received advertised window and congestion window on the same X axis. How does socket-

buffer auto-resizing affect overall performance, as explained in terms of the effect of window 

sizes? 

• Be sure, in our lab report, to describe any apparent simulation or probe effects. 

Ensure that our final lab report answers all of the experimental questions in both labs 14 and 

15. 
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